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How to Scale Out a Database? Naive Approaches Fall Short

A New Opportunity: CXL Pod
● 8-16 hosts connected to a shared CXL memory module
● Advantages over RDMA

○ Better performance & support hardware cache coherence
○ Support load/store instructions

Tigon Adopts the Pasha Architecture

Example Transaction Workflow

CXL Memory Limitations

● Numerous message exchanges
● Require Two-phase commit (2PC)

1. Partitioning data + CXL transport

1. Higher latency (250-400 ns) and lower bandwidth
(9-11 GB/s single channel) compared with DRAM
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● No Two-phase commit (2PC)
● RDMA is slow – latency in microseconds
● High programming complexity
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Takeaway 1: Performance suffers if all data is in CXL memory

2. Limited hardware cache coherence (HWcc)

Takeaway 2: Must minimize hardware cache coherence usage
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Data movement requests

Idea 1: Partition the data and 
store them in local DRAM to 
leverage its high performance

Idea 2: Share the data that will be 
accessed by multiple hosts in CXL 
memory to avoid message exchanges
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Reducing Data Movement with SWcc

Idea 1: Compact sync-heavy and 
SWcc metadata into 8 bytes and 
store them in HWcc

Idea 2: Use metadata in HWcc to 
enable SWcc
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2. Sharing everything in CXL memory


